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ABSTRACT
This article presents the aims, technical processes, and initial results of the Arch-IScan Project, which is using artificial intelligence and machine learning to enhance the
collection of Roman ceramic data so that these data can contribute more effectively
to improved understandings of Roman foodways. The project is developing a system
for the automated identification of ceramic types (fabrics, forms and sizes), and
potentially the automated collation of the resulting datasets, to facilitate more holistic
recording of these big archaeological data, and avoiding the current time-consuming
and costly specialist process for classifying these artefacts. The particular focus of the
project is to develop datasets that are suitable for inter- and intra-site analyses of
eating and drinking behaviours in the Roman world which require more comprehensive
recording of these remains than the current sampling practices used to date sites or
to investigate production and trade practices. The article includes a brief overview of
approaches to material culture, particularly ceramics, for improving understandings
of cultural patterns in past food-consumption practices. We then outline the project’s
rationale and planned approaches to harnessing the potential of artificial intelligence
and machine learning for artefact recording, specifically of Roman terra sigillata
tablewares, and the processes used to develop a sufficiently large dataset to develop
and test the AI system. The important aspect of this article is the changes made to
these processes to mitigate the impact of the Covid pandemic on our ability to record
large datasets of real ceramics. These changes involved the development of simulated
datasets that substantially enhance our original real dataset and the accuracy of
identification. Here we present our results to date, contextualised within the overall
aims of the project and briefly discuss the steps we are taking to improve these.
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INTRODUCTION
This article outlines the aims, processes and initial results
of the Arch-I-Scan Project. The project endeavours
to contribute to improved understandings of Roman
foodways by using artificial intelligence to enhance the
collection of ceramic artefact data. Through enabling the
recording of larger and, crucially, more comprehensively
documented datasets, we aim to enable more in-depth
and wider ranging studies of past eating and drinking
habits and their variations across the Roman world
through material-cultural remains. With this aim in mind,
this paper begins with an overview of the importance of
approaches to material culture, and particularly ceramics,
for improving our understandings of cultural patterns in
foodways, and particularly food-consumption practices,
in the past. We then outline the Arch-I-Scan Project’s
rationale and our planned approaches to harnessing the
potential of AI for artefact recording, and specifically the
recording of Roman ceramic tablewares, specifically terra
sigillata. This is followed by an outline of the project’s
processes to date and changes we have made to these
processes and to the direction of the project’s technical
efforts to mitigate the impact of the Covid pandemic. We
then present our results to date, contextualised within
the overall aims of the project. We also briefly outline
how this particular aspect of our research can contribute
to its wider application.

INVESTIGATING FOOD-CONSUMPTION
PRACTICES THROUGH CERAMICS
Tell me what you eat and I will tell you who you are
Brillat-Savarin, Physiologie du Goût (1825)
Though it is so often quoted that it has become
commonplace, Brillat-Savarin’s words do strike at the
heart of food’s centrality to humans’ very nature. This
goes far beyond the biological necessity of fuelling our
bodies. Food (including drink) ‘plays a central role in our
societies, and provides us as much with intricate symbols
and metaphors as with nutritional substance’ (MacClancy
1992: 5). These symbols and metaphors play a major
role in social group identification and people’s sense of
belonging to such groups. The centrality of foodways
to culture has been stressed by leading anthropologists
(e.g. Bourdieu 1992: 250–2; Douglas 1984; Sahlins 1976;
Wolf 1982). The ways in which food is consumed have
enormous potential impact on the day-to-day experience
of humans and therefore on the habitus underlying their
experienced cultural differences.
Thus, foodways, with their social codes and symbols,
are good indicators of cultural differences, relevant to
past people’s group identifications. Culinary differences
between self-identifying groups can be expressed by
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the choice of particular ingredients in preparing food.
More often, though, in situations where there exists
no significant differential access to crucial ingredients,
culinary differences are expressed in what is done with
the ingredients to transform them into a proper meal
(Dietler 2010: 205–213). Ways of preparing food, but
also ways of serving it, or choices concerning what
food is consumed when, how and with whom are
often employed to mark boundaries between groups,
be they religious (e.g. Freidenreich 2011), or cultural,
social, or class groups (e.g. Goody 1982; Jurafsky et al.
2016). That is, it is often what is done with food, rather
than the ingredients themselves, that is important for
demarcating culinary boundaries.
While archaeology often has limited access to
actual ingredients used and food prepared in the past,
it does have access to the material culture which past
people used in preparing and consuming their food and
drink. The material culture used for food consumption
is informed by and helps to shape social practices
(Bourdieu 1984; Appadurai 1986; see also Dietler 2010).
In particular, ceramics remains, the bread and butter
of much archaeology, hold important information (e.g.
Woolf 1998: 181–205; for discussion see also: Allison
2015; 2016; 2018; Allison and Sterry 2015).
Despite this, much study of ceramics and sociocultural practices around foodways in Roman
archaeology has focused on investigating the distribution
of food products and the Roman economy (i.e. the study
of amphorae: e.g. Teichner et al. 2008; González Cesteros
and Berni Millet 2018) or on investigating different foodpreparation practices (i.e. the study of cooking wares:
e.g. Swan 1999; Fentress 2010). When it comes to
investigating food-consumption practices throughout
the Roman world there has often been a tendency to
assume that the ancient textual sources provide the
blueprint for some sense of conformity across that world
(see Allison 2016: 153; 2017: 187). Roman archaeologists
have traditionally shied away from using ceramics for
detailed investigations of food consumption despite the
intuitive potential they have. Ceramic finewares, typically
employed in food consumption, have instead been used
to answer questions related to their production and,
again, to trade and the Roman economy (e.g. Mees
2007; 2016; Polak 2017; Willet 2014), or merely for
dating sites. The fact that ceramic tablewares are found
in their millions across the Roman world makes them
particularly valuable artefacts in this regard, notably
the ubiquitous wheel-made and mass-produced, redpolished terra sigillata (see Mees and Polak 2013). This
focus notwithstanding, consumption is ontologically prior
to production and trade, certainly at the scale witnessed
around the Roman world (Dietler 2010: 205). That is,
producers are likely to first secure, or cultivate, a market
for their goods before taking the risk of (large-scale)
production. In this sense, the existence of large-scale
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production and exchange of finewares like terra sigillata
should have prompted more intensive investigation into
the consumption end of these fine ceramics’ life course
(see van Oyen 2016).
Indeed, these millions of Roman ceramic tablewares
found in different parts of, and in different sociocultural contexts in, the Roman world do not necessarily
symbolise homogeneity of practice across this world
but potentially document diverse eating and drinking
practices in different regions, sites and socio-economic
contexts. As has been noted (e.g. Bes and Poblome
2007), though, until quite recently (e.g. Cool 2006; Pitts
2014; 2015), despite their great potential to answer more
socially oriented questions (van Oyen 2015), there has
been a lack of vision in traditional scholarship on Roman
ceramic tablewares, and questions concerning their end
use have been overlooked.
As part of a recent shift in attention towards such enduse questions, the ‘Big Data on the Roman Table’ (BDRT)
research network (2015–16), involving archaeologists,
heritage professionals, computer scientists and
mathematicians, set out to explore new ways of
harnessing and analysing the extensive datasets of
ceramic finewares, notably tablewares, from around the
Roman world for consumption-orientated approaches to
this rich archaeological resource (Allison, Pitts and Colley
2018). Among the issues discussed by this network were
the poor quality of much of the data, often ‘legacy data’
(see Allison 2008), and also the inconsistencies and
often incompleteness of current recording approaches
that prohibit intra- and inter-site analyses to investigate
diversity of cultural practices among foodways across
this world.
The perceived poor quality of archaeological data
– i.e. lacking contextual information for end use or
form identification – has to some extent been used to
justify a focus on vessel fabric to investigate production
and distribution, which is a limited exploitation of the
potential of this ostensibly rich resource. Answering
questions concerning end use usually requires more
detailed recording of a number of characteristics of each
artefact (e.g. residue evidence and usewear patterns),
of their precise findspots, and of the deposition of their
assemblages. Moreover, ceramic remains are often found
in re-deposited contexts. Such secondary deposition,
while still allowing the traditional production- and tradeoriented approaches, is often used as justification for
not exploring questions related to end use. It has been
judged more expedient to pursue a scholarly vision that
focuses on dating and trade patterns requiring only a
sample of the remains to be collected.
This leads to a further rationale for not paying as
much attention to consumption-oriented approaches –
that related to cost. Identifying and recording ceramic
remains – i.e. classifying the fabric and often the form
of individual sherds – is a repetitive and time-consuming
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task but one that requires a significant amount of
expertise, meaning that a conceptually simple task is
expensive in terms of specialist time, and therefore in
cost to the project (see Anichini et al. 2020, Section 1.1).
The sizes of many of the ceramic assemblages, not to
mention the vastness of all such assemblages across
the Roman world, make this task prohibitively expensive.
Because a study of ceramics’ end use requires more
comprehensive recording of all ceramic material, in
greater detail, it is even more time consuming and more
costly than an approach that requires only a sample
of this material. The arguments of poor data quality
and cost effectiveness mutually reinforce each other,
with cost effectiveness leading to incomplete datasets
and sampling strategies that drive further economising
through exclusively pursuing questions based on samples
and ensuring that comprehensive study of the end use of
the material is not viable.
Sampling strategies are often developed to make the
data handling processes more efficient and targeted for
the particular questions to be addressed. These strategies,
discussed most explicitly in literature concerning survey
(e.g. Alcock and Cherry 2004) but also applicable to
excavation, range from collecting only proportions of the
ceramic remains, to recording only limited characteristics
of each sherd, to recording only selected ‘diagnostic’
sherds, to a combination of all these strategies, and
often to further selective approaches to the publication
of the resulting data. While the reasons behind such
strategies are understandable (see Timby 2020: 530),
such selective processes lead to limited subsets of the
archaeological record being available for any further
analyses (cf. Fentress 2000; Poblome et al. 2013: 152–
154; Alcock and Cherry 2004; Whitelaw 2012). Different
vessel forms have generally only been employed to trace
their typological development to assist with site dating
(e.g. Ettlinger et al. 1990; Oxé et al. 2000), rather than
to investigate how the various forms would have been
used. Obviously, while such sampling measures might
be appropriate for answering the questions of traditional
ceramic research, they entail the loss of the types of
information required for answering questions related to
end use and socio-cultural practices.
For such reasons, consumption-oriented studies of
Roman ceramics have to date focused on relatively small
assemblages from particular excavations in settlement
sites (e.g. Allison 2009: 19–25; 2016: 175–179; 2020;
Cooper, Johnson and Sterry 2018; Luley 2018), or from
excavations of similarly small grave assemblages
that do not necessarily document lived practices (e.g.
Biddulph 2018; Dananai and Deru 2018). Such studies
are limited in their usefulness for broader comparative
consumption approaches (e.g. inter-community) to
foodways. If assemblages in such small-scale studies
could be recorded so that they could be used for more
comprehensive comparisons for larger scale inter-site
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analyses, however, we might be able to use them for wider
applications to identify varying cultural practices among
a range of sites. Recently, to compensate for current
limited and inconsistent recording, but to still carry out
large-scale investigations, some studies have taken (or
proposed) fairly broad-brush approaches. For example,
the functional categories proposed by Bermejo Tirado
(2018) and Van der Veen (2018) for recording ceramic
data to allow consumption-oriented investigations are,
of necessity, rather coarse grained. More importantly,
perhaps, Marshall and Seeley (2018) analysed the
morphologies and limited recorded evidence of end use
(e.g. burning, usewear etc.) of large volumes of open
tableware remains from Roman sites across London to
investigate functional variation among these vessels.
Nevertheless, their studies have been restricted by the
limited and sporadic recording of such characteristics for
every artefact in their dataset.
So, while potentially comparable datasets of Roman
ceramic remains of sufficient size do exist, due to cost
and traditional recording approaches they are, to date,
rarely recorded to a sufficient level of comprehensiveness
required for in-depth consumption-oriented research
(Polak 2000: 1; 2016: 397), and rarely in the same
consistent manner to allow analyses across a number of
sites.

RATIONALE AND OBJECTIVES
The Arch-I-Scan project has been developed to address
some of the questions raised by the BDRT network. Its
main concerns are to develop a process by which more
ceramics can be recorded more comprehensively and in
a more detailed and consistent manner so that they can
indeed be used to enable greater understandings of the
socio-cultural practices associated with the consumption
of food and drink. By taking a more holistic approach that
records all these artefacts, and greater detail of their
characteristics and contexts, scholars can investigate, for
example, the proportions of different fabrics and forms
in specific assemblages, whether at the household,
settlement, or regional level, to discern patterns of
ceramic use within and among sites. These patterns can
then be analysed for information about various eating
and drinking practices throughout the Roman world
and among differing socio-economic groups or cultural
milieux.
The Arch-I-Scan project is focusing on the ubiquitous
terra sigillata tablewares that were mass produced
at different manufacturing centres across the Roman
world, that have been distributed in vast quantities
across that world, and that have long been an object of
inquiry for investigations of production and trade, and for
site dating, rather than of the end uses of these vessels.
For such inquiries, a detailed typological classification
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system for the forms of terra sigillata vessels has been
developed since the late nineteenth century (Dragendorff
1895), and many of these Dragendorff forms continue to
be the basic classification system for these tablewares
(see Tyers 2014). While there are identifiable differences
in fabric (and to a lesser extent form) between terra
sigillata produced at different centres of manufacture,
the form range is relatively small and variability within
identified forms is equally limited. For terra sigillata from
Gaul, the main type found in Britain, where it is known
as Samian ware, some fifty forms have been identified
(see Webster 1996, though other rarer variations exist:
see e.g. Bird 1993).
Such a limited and fairly regular form spectrum,
as well as its distribution, makes terra sigillata ideal,
not only for investigating consumption practices
across a wide area, but also for automated recording.
Automated recording and classification of terra sigillata
remains could remove, or at least ease, some of the
current limitations concerning the comprehensive and
consistent recording of the sizeable datasets of these
tablewares. And if comprehensive recording and dataset
size are no longer mutually exclusive, consumptionoriented analyses and inter- and intra-site comparisons
can become more feasible. A variety of strategies for
such automated recording have been developed in
archaeology, tapping into the ever-increasing power
of computers (e.g. Bell and Croson 1998; Di Ludovico
et al. 2013; Durham et al. 1995; Gibson 1996; Huffer
and Graham 2018; Kampel and Sablatnig 2001; 2002;
2006; Kampel et al. 2006; Karasik and Smilansky 2011;
Makridis and Daras 2012; Li-Ying and Ke-Gang 2010;
Lucena et al. 2014; Ma et al. 2000; Piccoli et al. 2015;
Smith et al. 2010; Wang et al. 2017). Many of these
apply technology from the field of Artificial Intelligence
(see Barceló 2004 and Baxter 2014 for overviews of
archaeological applications of AI). This burgeoning field
is also what the Arch-I-Scan project has turned to for
its initial phase of developing a tool for the automated
recording of Roman tablewares.
Thus, the Arch-I-Scan project is developing a machinelearning AI tool to classify remains of terra sigillata
more efficiently, particularly in their most commonly
found, fragmentary condition. The goal is an automated
classifier that is trained to identify ceramic sherds from
photos taken on smartphones. Taking photographs with
a smartphone, even if it requires guidelines on how to
take them effectively, is not a specialist task (in contrast,
for instance, to 3D scanning; see e.g. Maiza and Gaildrat
2005). This can be carried out by anyone holding a
phone, be they an archaeologist in the field, a student, or
a member of the public. This means that larger datasets
can be recorded and that specialist time can be freed
up for more analytical tasks fitting the levels of skill of
the pottery experts, such as investigating more complex
social questions about the pottery.
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Arch-I-Scan is therefore developing a tool based on
convolutional neural networks with the aim that it will use
the images of a particular sherd to identify the particular
form, and also the size and possibly fabric, of the vessel
from which the sherd originates. Convolutional neural
networks are a subclass of deep learning approaches to
machine learning and are conventionally used for image
recognition tasks (LeCun et al. 2010). In recent decades,
this field of Artificial Intelligence has made enormous
advances, increasingly outperforming humans in
situations where the problem can be sufficiently tightly
circumscribed. That is, if the boundaries of a task are
sufficiently clearly defined (such as clear and distinct
categories for a classification task) and training data
are available in sufficient quantity, neural nets are
often superior to humans at image classification tasks,
as demonstrated by the accuracy of object detection
metrics in Figure 1. As they process images faster than
humans, classifiers based on convolutional neural
networks are certainly more efficient.
For archaeology, the anticipated results of this superior
recording efficiency are that projects should be able to
classify larger datasets within realistic timeframes and
budgets. If archaeologists can classify and record their
material more efficiently, consistently, and so more
comprehensively, this would enable them to carry out
types of analyses that require such recording to address
questions that have until recently been considered
unviable. This also means that using large datasets of
Roman tablewares, recorded in relatively fine detail, to
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answer consumption-oriented questions, could become
a more realistic ambition.
The Arch-I-Scan Project’s first requirement is a
sufficiently large training dataset of images of Roman
tablewares with which to train the AI tool. Through
recording as many photographs of the Roman tablewares
as is feasible, the project aims to produce sufficient
images to develop an automated classifier. As noted
above, there are some fifty main forms of terra sigillata
in Britain, although with subdivisions within some of
these forms, which can be used to test the quality of the
classifier’s performance. That is, the form subdivisions
can be used to assess what level of detailed class
subdivision the classifier can produce.
While the artificial classifier is intended to significantly
speed up the recording process so that Roman tableware
datasets can be recorded in a manner appropriate
for addressing consumption-oriented questions, and
potentially more economically, the actual creation of
such a classifier threatens to replicate, in a sense, the
original problem of needing to record masses of images
of ceramic remains. That is, the machine is data hungry
and needs to be presented with a sizeable body of
training material to build up the features that it uses
to classify these images. Gathering a set of training
data of sufficient size is in itself potentially prohibitively
time consuming. If the classification task is sufficiently
elaborate, the size of the training set of images required
would quickly outstrip what can be realistically gathered
within a practical time frame. Besides, it is not at all

Figure 1 Accuracy of object detection software against the human eye. ILSVRC = Large Scale Visual Recognition Challenge (Source:
Tyukin et al. 2018, figure 1).
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unthinkable that a large enough group of each and
every individual form simply does not exist, as certain
terra sigillata forms are very rare. Creating a sufficiently
comprehensive training set as required to build an
archaeological classifier is itself therefore a potential
hurdle in the process.
A further hurdle lies in the fact that, archaeologically,
we deal with sherds rather than complete vessels.
Ceramic vessels do not break uniformly or in any
predictable fashion. This means that a given vessel can
break into a theoretically infinite number of differently
shaped sherds. So, while the system of classes (i.e. vessel
forms) into which images of artefacts need to be sorted
is, in the case of Gaulish terra sigillata, relatively succinct,
the variety within the set of artefacts (i.e. the sherds) and
their images that need to be classified means that this
task is not at all simple. The classifier needs to be able to
reliably cope with the heterogeneity in these data (Itkin,
Wolf and Dershowitz 2019). This means that the amount
of training data needed requires an even greater number
of sherds, and an even more vast number of images,
than would be required for developing a training set of
complete or near complete vessels.
To attempt to overcome these hurdles, and to help
speed up the process of developing a large training set of
images for the classifier, the project is involving students
and volunteers in the photographing process, using
hand-held mobile devices, specifically smartphones. The
participation of students and volunteers using readily
available equipment also serves to demonstrate that
this recording process does not require specialists or
specialist equipment. In addition, involving volunteers
in the development phase is broadening the potential
impact of Arch-I-Scan’s research, by introducing a wider
audience to both AI and archaeological cataloguing
processes. Once the classifier has been developed and
trained with tens of thousands of images, we anticipate
that it will be able to return a vessel classification of a
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particular sherd after being shown a limited number
of images of this sherd, automating the identification
process to a significant degree.

ARCH-I-SCAN: PROCEDURES AND
PROCESSES
During the BDRT network, we experimented with an
AI prototype (Tyukin et al. 2018). In addition, Penelope
Allison, Fiona Seeley (Museum of London Archaeology),
and Jeremy Levesley (School of Mathematics and
Actuarial Sciences, University of Leicester) also discussed
the potential usefulness of using the Museum of
London’s (MoL) collections of complete/near complete
Roman tablewares – largely terra sigillata but also
London Ware and other Roman finewares – to build
up a dataset of images of this pottery as a reference
or training set for further datasets of sherds of these
ceramic forms. This led to Arch-I-Scan’s partnerships
with MoL and also with other institutions that have large
Roman tableware collections of sherds – the Museum
of London Archaeology Service (MOLA), the Vindolanda
Trust, the University of Leicester Archaeological Services
(ULAS), and the Colchester and Ipswich Museum Service
(CIMS). Because many of tableware remains in these
collections – both near complete and fragmentary –
have already been classified to some extent by ceramic
specialists, they are useful for first training then testing
the automated classifier.
Thus, because of the initial plans and partnership with
MoL, the Arch-I-Scan project commenced in December
2019 with the research team and student volunteers
from the University of Leicester photographing the
antiquarian collection of complete and near complete
Roman finewares in this museum’s collection (Figure 2).
As a pilot study, we used the vessels in this collection to
compile our first dataset of images. These vessels had

Figure 2 Daniël van Helden photographing a near complete terra sigillata vessel, with a complete profile, in the antiquarian collection
of the Museum of London (Photo: Victoria Szafara).
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to be photographed in such a way that the information
about them would be accessible to the machine. To
this end, Daniël van Helden and Santos Núñez Jareño
designed a specific standardised process for taking a
number of images of each vessel from different angles.
This ensured that the photographs taken by the different
members of the team produced a set of comprehensive
images of each vessel that were also fairly consistently
photographed, while at the same time making the process
practicable for non-specialists with simple equipment
and, most important of all, rapid. Speed was of the
essence, since this determined the all-important size of
the training set that we could viably collect. In three days
at MoL, and as our first attempt at such recording, with a
team of up to six people, we took 12,395 photographs of
384 different Roman tableware vessels, including 8702
photos of 247 terra sigillata vessels. While the usefulness
of this dataset of near complete vessels has been debated
by the project team, it provided a useful starting point
to bring together this interdisciplinary research team
and familiarise them (particularly mathematicians) with
Roman tablewares and with problems we were likely to
encounter during the scanning of fragmentary material –
for example, lighting conditions, use of scales, and using
inexperienced recorders.
In January 2020, following quickly on from this initial
data collection, the team commenced photographing
sherds, mainly of terra sigillata, from the London
excavations of MOLA. This part of the scanning
programme again involved the project team and
volunteers, largely from Birkbeck, University of London
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(Figure 3). To ensure that we had a standardised process
for taking comparable images of each sherd, Daniël van
Helden and Santos Núñez Jareño devised a photography
protocol so that everyone would be able to take the
same kind and number of photos of each sherd. The
opportunity to be involved was greatly appreciated by
the volunteers (see video: Colley 2021).
For three weeks, with fourteen different volunteers,
we recorded images of Roman tableware sherds from
the collection in the MOLA offices in London. At the end
of these three weeks, however, the Covid-19 pandemic
had spread to the UK so we could no longer continue
to collect images of sherds in this manner to train the
classifier as planned.

CHANGING PROCESSES – 3D
SIMULATION
With the project’s planned data collection process
severely hampered by the pandemic, Núñez Jareño and
van Helden started to explore how an AI training regime
could be developed which did not rely on huge amounts
of real data (i.e. photos of pottery) being gathered. If we
could not train the AI classifier with photos of real sherds
or vessels, might we be able to train it with images of
computer-generated vessels if these images were close
enough to the real thing?
The relative uniformity of terra sigillata vessel forms
makes them very suitable for computer simulation. That
is, barring occasional decoration and handles, the vessel

Figure 3 Daniël van Helden assisting volunteers, Imogen Lucas, Paul Minhoff, and Robert Hunter, to photograph sherds from the
MOLA collection (Photo: Victoria Szafara).
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forms are clearly identified through, and well defined
by, their profiles. Being mass produced, there is little
variation among the profiles within each typological
form, with the exception of size and sometimes the
proportion of height versus diameter (see e.g. Polak
2000: 74–130; Monteil 2013), which means that with
a limited number of simulated models, it is possible to
cover much of the limited variation within a particular
form. Simulation of Roman pottery is not wholly new.
The ArchAIDE project developed a sherd classifier that
was trained on simulated 3D models produced from
standard printed vessel profile drawings by tracing and
labelling the inside and the outside profile of the vessel
separately (Anichini et al. 2020, Section 2.2.3; Banterle
et al. 2017). In the use stage of the ArchAIDE system,
users trace and label the sherd’s inner and outer profiles
onto a digital image of the sherd (ArchAIDE Project 2022
- Shape Recognition)). Using this extra input from the
user, the classifier then identifies the form from which
the sherd originated.
Our aim is to train the Arch-I-Scan classifier in such
a way that it does not require a specialist user to label
the two profiles of the sherd. In this way we hope to
minimise the amount of expertise required to use
the tool. We therefore need the classifier to be able to
identify such characteristics on its own. For this reason,
and because the Covid pandemic has prohibited our
collection of photos of real sherds, we need masses
of realistic images of simulated vessels to prepare the
machine for real photos of real sherds. The procedure we
used is summarised below (for more details see Núñez
Jareño et al. 2021a).
Because we did not know how complex it would be
to simulate images of pottery sherds or how successfully
we could use these simulated sherd images to train
a classifier, and had only just started to collect such
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images, we decided to first create a classifier for whole
terra sigillata vessels. Whole vessels are much less
varied in their shape than sherds, so this should reduce
the difficulty of this classification task. While a classifier
that identifies whole vessels is not particularly useful in
any archaeological sense, this whole vessel simulation
experiment provides a good proxy with which to evaluate
the different strategies that can inform further steps in
the project’s process of using simulation to develop a
sherd classifier. That is, it can potentially provide valuable
information for the more complex task of training a sherd
classifier using simulated data.
Because of the so-called reality gap (see Núñez
Jareño et al. 2021a, section 3.5), we cannot simply train a
classifier using only simulated data. We ultimately need a
machine that can classify photos of actual archaeological
material, taken in the real world. Therefore, we also
need photos of actual archaeological vessels to prepare
the classifier for these. For this, we used the dataset of
photographs of complete/near complete terra sigillata
vessels that we had taken in the MoL collection. From
the set of vessels we photographed, we chose those
Dragendorff forms that were most abundantly available
(see Figure 4). In this set, only a small minority in the
range of Dragendorff forms were represented by more
than ten individual vessels, and only two had more than
thirty individual vessels. Because of these low numbers
for each particular form, we subsumed subdivisions
within the Dragendorff forms under their parent classes
(e.g. Dr27g under Dr27). In addition, as we ran initial
analyses, it turned out that the range from Dr18 to Dr31
proved very difficult to disentangle for the machine
because relatively shallow, flat-based plates of the
classes Dr18, Dr18/31 and Dr31 are essentially part of a
gradual spectrum without distinct cut-off points between
these forms. As our simulations are based on a relatively

Figure 4 Drawings of the range of Dragendorff forms from which our classes were constructed (Source: Webster 1996, Figures 20, 21,
22, 24, 25, 26, 30, 31, 32 and 36, reproduced with permission from Peter Webster).
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limited number of archetypal drawings (see below),
it is difficult to adequately catch the diversity within
each form in the simulated vessels. This would have
required many more intermediate drawings between the
archetypes by which the three points on the spectrum
(Dr18, Dr18/31 and Dr31) are defined and more research
time than this particular pilot warranted. The machine
also confused these forms with Dr15/17 (see Webster
1996, Figure 18). We therefore decided to aggregate the
whole range of Dr18 to Dr31 (including their ‘R’ variants,
which generally have a rouletted ring on the inside of
the vessel) into a single class, Dr18, and to omit Dr15/17
from the dataset altogether. This obviously limits the
utility of this classifier, as it was not trained to distinguish
these classes, but since the aim of this experiment was
to gauge the scale of the challenge of creating a classifier
trained on simulated images, knowing about these
limitations in itself is valuable information.
By this winnowing process we ended up with 5373
images of 162 different terra sigillata vessels, and nine
classes (Table 1 and Figure 5). This is an extremely small
sample size for an image classification task. This meant
that we had to take extra care to reliably measure the
classifier’s errors to assess its accuracy in classification
(see Núñez Jareño et al. 2021a, esp. Sections 2.5–3.3).
Nevertheless, with our dataset of images of real
vessels defined, we set about augmenting the numbers
with images of simulated vessels. To create the 3D
models, we started with the drawings from Webster
(1996). We traced the profiles of the types included in
the experiment. Using the Python package Matplotlib
(Matplotlib 2022) and 3D modelling software Blender

(Blender 2022), the resulting contours of their traced
profiles were rotated 360 degrees around the central axis
of the vessel to generate a 3D point mesh (see Núñez
Jareño et al. 2021a, Figure 6). We simulated breaks in
the resulting 3D models, similar to the ones present in
our dataset of real vessels, to prepare the machine for
what it would be faced with, as well as to increase variety
among the simulated training sets. Finally, the models
were ‘photographed’ from a variety of angles, resulting in
a single image of the 3D model, mirroring the photos of
the real vessels. Three such sets of images of simulated
vessels were created: the first using Matplotlib, and two
using Blender - one ‘plain’ and one where the surface of
the model was treated to appear more like that of terra
sigillata and where some simulated decoration was
added to those Dragendorff forms that are decorated
(see Figure 6). This resulted in the creation of three

CLASS

NO. OF VESSELS

Dr18

51

Dr24–25

8

Dr27

28

Dr29

18

Dr33

13

Dr35

12

Dr36

15

Dr37

9

Dr38

8

Table 1 Table giving the exact number of vessels per class.

Figure 5 Histogram detailing the number of vessels per class in our dataset.

van Helden et al. Journal of Computer Applications in Archaeology DOI: 10.5334/jcaa.92

87

Figure 6 Examples of images of the three simulated datasets and of the photographed real vessels of our nine different Dr classes.
From left to right: matplotlib, blender1, blender2, real vessels. (Photos of real vessels taken by the Arch-I-Scan Project with permission
from the Museum of London).
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different datasets of simulated images (9,000 using
Matplotlib, 12,600 using ‘plain’ Blender [blender1], and
11,700 including simulated decoration [blender2]) across
the nine vessel classes used in this experiment.
We then used four commonly used, off-the-shelf
neural network architectures (VGG19, Mobilenet v2,
Resnet 50 v2, and Inception v3), each initialised with
the so-called ImageNet starting weights (the standard
initialisation procedure in image recognition tasks – for
references see Núñez Jareño et al. 2021a, Section 2.2),
and then trained them to create four experimental
conditions each: one trained using images of real vessels
only (the control group); three initially pre-trained with
simulated images (each with one of the three simulated
datasets) and then trained a second time with photos
of real vessels (Figure 7). This allowed us to evaluate the
impact of training with simulated data as well as that of
the quality (i.e. verisimilitude) of the simulations on the
classifier’s performance. Because we used a very small
number of real photos with which to test the machine,
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standard accuracy measurements (see e.g. Hossin
and Sulaiman 2015) were not very reliable, since small
perturbations can have big impacts. To mitigate this, we
ran each experimental condition twenty times with a
different random configuration of photos (i.e. of different
vessels within a particular class) for training, validation,
and test sets. We took the average accuracy across these
twenty training-validation-test ‘splits’ as the indicator of
the machine’s performance. Because vessels were not
all equally difficult to identify for the classifier, whether
or not a specific vessel was in the test set (the set on
which the accuracy metrics are based) could influence
the performance indicator. By alternating between splits
whether a set of photos of a specific vessel was in the
training, validation, or test set, we could circumvent this
impact, as it is the average across the splits that was
used as the accuracy measurement. As is evident from
Figure 7, accuracy of identification improved remarkably
when training with simulated data, i.e. a classifier
pre-trained with simulated images performed better

Figure 7 Plot showing accuracy results for the four architectures considered, after final training with photos of real vessels: Inception
v3 (green), Resnet50 v2 (blue), Mobilenet v2 (orange) and VGG19 (red). The different pre-training regimes considered are labelled on
the x-axis. On the vertical access 1.0 = 100%. Each point indicates the average accuracy over the 20 splits with its two-sigma error
band drawn as a line. (NB. These networks were compared under the very specific conditions of our experiment. It was not intended
as a comparison between networks and should not necessarily be taken as such).
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than those with only the ImageNet starting weights.
More realistic simulation seemed to improve it further
(the least realistic, matplotlib, being outperformed
by blender1, which was in turn outperformed by the
more realistic blender2), though the results of the
more detailed blender2 simulation set are within the
error band of blender1, so this needs to be treated with
caution. Training with good quality simulated data not
only improved the accuracy, but the error bands were
also narrower, meaning that the classifiers were also
more stable.
Using confusion matrices, we can look at the results of
the experiment in more detail. A confusion matrix shows
the percentages of identifications that the classifier
made, given that the actual vessel is of the type in the
row header. A row in the confusion matrix (see Tables 2
and 3) therefore shows, in each column, the percentages
of identifications the classifier gave to vessels of the
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class in the row header, both correct (on the diagonal)
and incorrect (off the diagonal). If we compare the two
extreme situations of the Inception v3 architecture, i.e.
not pre-trained with simulated data (Table 2) and pretrained with the blender2 dataset (Table 3), we can
see that the percentages of correct identifications have
increased across all the classes, though for some classes
the increase is rather marginal. We can also see that
almost all the incorrect identifications became less likely
as we moved from no pre-training to pre-training with
simulated images of high verisimilitude (i.e. from just
Imagenet in Table 2 to blender2 in Table 3). If we assume
that incorrect classifications are uniformly distributed
across all possible incorrect classes, then a class that
was wrongly selected by the classifier more than twice as
often as expected can be seen as a particularly difficult
class for the classifier to distinguish from the correct
class: a major source of confusion. A decrease in such

Table 2 Confusion matrix for the neural network architecture Inception v3 trained without pre-training with simulated images.
Diagonal (green) elements are the correct identifications. Major instances of confusion are those off-diagonal (in red) elements which
exceed twice the expected probability if the incorrect identifications would have been uniformly distributed across the classes.

Table 3 Confusion matrix for the neural network architecture Inception v3 trained with pre-training with the blender2 dataset.
Diagonal (green) elements are the correct identifications. Major instances of confusion are those off-diagonal (red) elements which
exceed twice the expected probability if the incorrect identifications would have been uniformly distributed across the classes.
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difficulties is an indication of a more successful classifier
(see Núñez Jareño et al. 2021a, Section 2.5). Comparing
Table 2 with Table 3, in the latter there are notably fewer
off-diagonal cells, marked in red, that were major sources
of confusion. What we can also see, though, is that not
all such major sources of confusion were cleared up by
pre-training with simulated images. Classes Dr35 and
Dr36 remained a problem for the machine. This should
not come as a surprise, as these are two very similar
forms, only really differing in size and some proportions,
the profile of Dr36 being that of Dr35 stretched along the
horizontal axis. As the images were simulated without
scales, the machine did not have this information to help
with identification. Furthermore, we can speculate that
the confusion between classes Dr29 and Dr37 was due to
the fact that these are both decorated forms. Because of
the low numbers of vessels, it could be that the machine
focussed too much on the decoration in the cases where
it was confused. Other instances of confusion are more
difficult to interpret, as we are not able as yet to ascertain
what the machine’s classifications were based on.
We reiterate that this experiment was based on a
very small sample. While each of the simulated datasets
was larger than the original dataset of 5373 images, the
overall number of images was still very small for image
classification procedures for which millions of images
are regularly employed. As such, this experiment needs
to be repeated at a larger scale to be substantiated. As
we are not interested in a machine that classifies whole
vessels into only nine classes, however, we are instead
using these results to inform our designs and decisions in
developing an archaeologically useful classifier: one for
fragmentary material.

CONCLUSIONS AND CONTINUING
RESEARCH
Through this experiment, necessitated by the Covid-19
pandemic, we have shown that simulation can be
an important addition to the training of AI classifiers
for archaeologically complete ceramic vessels. As
discussed, though in itself a classifier of whole vessels
is of limited use, this initial dataset and this application
are very informative as a demonstration of the impact
of simulated data for the construction of a classifier in
the context of an extremely small, real, training set. Since
our sample of real-world exemplars was too small to
create an adequate training set for the neural network,
pre-training with simulated vessels provided a viable
alternative.
The comparison between different simulations in
terms of classification performance is also enlightening.
The quality of the simulations used to pre-train an
AI image classifier had a considerable impact on its
performance in classifying complete/near complete
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ceramic vessels. Enhancing simulations with the Blender
software more than doubled the effect that simulation
had on the performance of the neural net. Not only was
the average accuracy of neural nets higher when pretrained with higher quality simulations, the variance
of the accuracy was also lower. Accuracy is therefore
consistently better when an AI image classifier of terra
sigillata vessels is pre-trained with high quality simulated
examples.
The process of developing the classifier of whole
ceramic vessels has indeed proved promising for
avenues being explored in the project. That is, these
conclusions are informing further exploration and testing
of the potential of simulation in constructing tools to
improve the efficiency of identifying and collating the
more fragmentary terra sigillata remains. As already
mentioned, the size of the datasets required to train AI
classifiers is potentially humongous. Creating a dataset
of photographs of terra sigillata sherds that is large
enough to train a neural network which can not only
identify all the different forms of terra sigillata, but is also
able to deal with the immense variability that breakage
introduces was always a tall order, further exacerbated
by the Covid-19 pandemic. The results from our pilot
study of near complete vessels suggest, however, that
the problems of limited datasets can be mitigated by
using simulated data to train artificial classifiers.
Therefore, the project is currently focusing on
creating simulated sherds with which to train a sherd
classifier. The process that we used to simulate the
breaks and missing parts of the near complete vessels
is being inverted to generate simulated sherds that are
being used to develop new classifiers. As a parallel but
intersecting track towards producing useful simulated
sherds, we are also exploring ways to understand better
why the machine confuses certain forms with others,
as shown in the confusion matrices in Tables 2 and 3.
If we want to produce and work with simulated sherds,
we need to be strategic from the outset. Because the
potential variability among sherds is nigh infinite, it is
important to know relatively early in the process why
the machine makes the mistakes it makes. If we know
on which elements of an image the machine is basing
an erroneous classification, we can attempt to correct
this by training with images designed to represent
that specific aspect as accurately as possible. To gain
such information, the project is exploring approaches
to explainable AI, which visualise the inner workings of
the neural networks on the classified image, indicating
which part of the image was diagnostic for the machine
(Chen et al. 2019; Selvaraju et al. 2019; Sun et al. 2019).
Such an insight into the inner workings of the machine
has the potential to not only make it more explicable,
and therefore more trustworthy, but might also allow
the kind of feedback or tailored training discussed in this
paragraph.
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As this project is still in its initial phases, we still
have some way to go before we can use the resulting
data from the collections of our project partners to
investigate Roman foodways and particularly to analyse
consumption practices within and among our datasets
from different sites (see Allison 2020).

WIDER APPLICATIONS FOR THE ARCHI-SCAN PROJECT AND SIMULATIONAIDED AI IN ARCHAEOLOGY
The material being collated in the Arch-I-Scan project
consists of a dataset that, when completed, can be used
to investigate food- and drink-consumption practices in
the different contexts of Colchester, Leicester, London
and Vindolanda. Together with the AI tool, this can
provide an excellent body of data and a recording process
for wider application at other Roman sites, in Britain and
beyond. Once Arch-I-Scan is sufficiently trained and can
classify the terra sigillata from these collections, as yet
unclassified by ceramic specialists, the resulting datasets
and machine-learning tool can be made freely available
for other archaeologists, academic and professional, and
also other people tasked with, or interested in, recording
Roman pottery, so that they can use the resulting datasets
for their own analyses and the machine-learning tool
to record their own collections. The dataset of images
of whole vessels from the Museum of London, real and
simulated, is accessible on the Arch-I-Scan Repository
(Núñez Jareño et al. 2021b). In addition, the potential for
the wider application of the machine-learning tool is not
limited to terra sigillata, or indeed to Roman pottery, at
least in principle, though significant training data will be
necessary for such expansions.
This project exemplifies the benefits of interdisciplinary
collaborations for improving the recording of
archaeological data to facilitate answering a greater
range of questions than we can currently ask of such data.
With dwindling public funds, government, charitable
and professional cultural heritage and archaeological
organisations have inadequate resources for detailed,
comprehensive classification and digital collation,
management, and analyses of the full artefact datasets
in their care. This project aims to set agendas for more
comprehensive, accurate, and cost-effective artefact
collation (from past, recent and future excavations) to
build more robust, analysable datasets that can be more
easily digitally recorded, managed and disseminated for
more effective interpretation (see Timby 2020: 530).
It is further anticipated that the outcomes of the ArchI-Scan project have the potential to be used by other
groups interested in archaeology, such as community
archaeological groups, archaeological volunteers,
and students. The involvement of such groups in the
project to date is testimony to their keenness to engage
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with digital, state-of-the-art archaeological recording
processes and to develop skills in this area. And there
are possibilities for further groups, such as visitors to
museums and archaeological sites, to benefit from this
project through the possibilities it provides for greater
accessibility to information from, and interpretation of,
the collections of our project partners, and further users
of the Arch-I-Scan service.
The development of the simulated 3D models of
terra sigillata adds a further dimension to the potential
wider applications and impact of this project. As is
evident from the discussion above, once the datasets
produced by Arch-I-Scan are made freely available,
they can also provide reference collections for teaching
or training specialists. This is equally pertinent to the
simulated data, and particularly that of complete/near
complete terra sigillata vessels (see ArchAIDE 2019 –
reference collection of simulated whole amphorae), but
potentially also simulations of sherds. Where students
and professional archaeologists are currently trained
using paper catalogues, such a reference collection
of simulated vessels can be a valuable tool. With 3D
printing becoming increasingly available, one could
potentially 3D print the simulations as life-size replicas
as a further teaching and training aid (compare Anichini
et al. 2020).
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